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ABSTRACT

While great progress has been made in both fields, there is cur-
rently a relatively large rift between researchers engaged in acoustic
array processing and those engaged in automatic speech recognition.
This is unfortunate for many reasons, but most of all because it pre-
vents the two sides, both of whom are investigating different aspects
of the same problem, from truly understanding one another and co-
operating. In many cases, the two sides see each other through the
eyes of strangers. If ground breaking progress is to be made in the
emerging field of distant speech recognition (DSR), this abysmal
state of affairs must change. In this work, we outline five pressing
problems in the DSR research field, and we make initial proposals
for their solutions. The problems discussed here are by no means
the only ones that must be solved in order to construct truly effective
DSR systems. Nonetheless, their solution, in our view, will represent
significant first steps towards this goal, inasmuch as the solution of
each of these problems will require a substantial change in the mind-
sets and thought patterns of those engaged in this field of research.

Index Terms— speech feature enhancement, particle filter,
multi-step linear prediction, joint denoising and dereveberation,
automatic speech recognition, beamforming, microphone arrays

1. INTRODUCTION

While great progress has been made in both fields, there is currently
a relatively large rift between researchers engaged in acoustic ar-
ray processing and those engaged in automatic speech recognition
(ASR). This is unfortunate for many reasons, but most of all because
it prevents the two sides, who are investigating different aspects of
the same problem, from truly understanding one another and coop-
erating. In many cases, each side is either ignorant or dismissive
of research progress made by the other. Groundbreaking progress
requires that this state of affairs changes.

In this work, which is admittedly somewhat “editorial” in na-
ture, we report the perspective of two researchers who have experi-
ence from from both sides. While we began our careers conducting
research in ASR, we have in the last years also had considerable ex-
perience with microphone arrays and multichannel signal processing
techniques. We have learned the patterns of thought, both good and
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bad, from both sides. Here we hope to offer a unique perspective
from people with one foot in both worlds.

In particular, our discussion is organized around five gaps in the
emerging field of distant speech recognition (DSR). In each of these
gaps, we perceive the possibility of making significant progress in
the coming years through a change of research paradigm, so to say,
by looking at the problem through new eyes. The first gap concerns
the unification of the research community involved in conventional
beamforming with that involved in independent component analy-
sis (ICA). Each community examines the same problem, but defines
itself by what knowledge it does not consider: Those doing conven-
tional beamforming confine themselves to using second-order statis-
tics. Those active in the ICA field consider no geometric informa-
tion. Hence our question, why cannot algorithms be formulated that
utilize both higher order statistics as well as geometric information?
It may arguably be said that neither source of information is suffi-
cient for building effective DSR systems. But perhaps when used
together with a bit of innovation, they are sufficient.

The second gap pertains to the formulation of a consistent ap-
proach towards combating the two most prominent distortions in-
troduced by realistic acoustic environments, namely, noise and re-
verberation. All known techniques, such as spectral subtraction or
multi-stage linear prediction, are designed to suppress only one of
thses two distortions. We refer to current work based on the combi-
nation of a particle filter and multistage linear prediction that aims to
simultaneously suppress both distortions, and make further sugges-
tions for continuing in that direction.

The third gap addresses the requirement of more effective in-
tegration of beamforming and post-filtering. As is well-known, the
minimum mean squared error (MMSE) beamformer consists of a
minimum variance distortionless response (MVDR) beamformer
followed by some variation on the Wiener postfilter [1, §6.2.2].
This optimality, however, is based only on the consideration of
second-order statistics. Can more effective post-filtering algorithms
be developed based on the use of higher order statistcs?

As pointed out by Seltzer et al [2], the information provided
by a Hidden Markov model (HMM) can be effectively incorporated
into a beamforming algorithm in order to account for the the non-
stationarity of speech. How can this information be combined with
other knowledge sources? For example, how can it be combined
with knowledge about the non-Gaussian nature of speech? We liken
this issue to Gap 4, and discuss possible remedies and solutions.

The final gap, and that most desperately in need of closing, is
the one first mentioned. How can the acoustic array processing and
the automatic speech recognition research communities truly be in-
tegrated? What must each learn from the other? What practices must
each adopt from the other? What set of skills must a new generation
of researchers possess in order to effectively solve the distant speech
recognition problem?
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Fig. 1. Spectrogram of typical utterance. From Wölfel and Mc-
Donough [8] (c) John Wiley & Sons, Ltd.

In the sequel, we will refer to three research communities.
The first two communities are involved in acoustic array processing
(AAP) and conventional automatic speech recognition (ASR). These
are content to follow their own interests in largely parallel tracks,
and without taking excessive notice of one another. We will refer
to the third community under the name distant speech recognition
(DSR). This third community strives to master the expertise to be
found in both the AAP and ASR communities in order to build truly
effective DSR systems. Through the contributions of ourselves and
others to this and similar conferences, we hope to see this DSR
community come into being.

Gap 1: Beamforming vs. Blind Source Separa-
tion
Parra and Alvino [3] combined decorrelation with geometric con-
straints such as those used in conventional beamforming. Their
work, however, was still limited to second-order statistics, namely,
correlation. As is well-unstood in the ICA community, indepen-
dence [4, 5] implies uncorrelatedness, but the converse does not
hold. Hence, the consideration of higher-order statistics is necessary
in order to truly separate mixed sources.

Kumatani et al [6] were the first to use a mutual information
criterion for beamforming. Kumatani et al introduced the use of non-
Gaussian pdfs, thereby taking higher order statistics into account.
That approach is being pursued further in the work of Kumatani et
al [7] at this workshop. While Parra and Alvino’s [3] work could
be said to initially bridge the gap between beamforming and BSS,
Kumatani et al [6] was the first attempt to include the use of higher
order statistics in beamforming.

Why are higher order statistics useful? As soon as one says that
it is desireable to perform separation, blind or otherwise, on several
human voices, a great deal is already known about the signals. In
effect, the task is no longer blind because of the vast existing knowl-
edge about the characteristics of human speech. What is known
about human speech? First of all, speech is highly non-stationary.
This is clearly evident from the the time-frequency plot or spectro-
gram shown in Figure 1. Secondly, speech is very sparse in the sub-
band domain, this is also clearly evident from the spectrogram in
Figure 1. Despite the fact that two speakers speak simultaneously,
it is highly unlikely that their utterances will simultaneously have
significant spectral content in the same subband. This is why bi-
nary masking works comparably well for speech separation as the
fanciest beamforming algorithm. Thirdly, speech is largely, but not
exclusively, periodic. This periodicity is accounted for by the well-
known source-filter model of speech, wherein there are two sources
of excitation: a pulse train to model voiced segments of speech such
as vowels, and a noise generator to model unvoiced segments such
as fricatives. The sparseness of speech in the subband domain is
largely due to the overtone series associated with periodic or voiced

Sa
m

pl
es

Sa
m

pl
es

AmplitudeAmplitude

Real Parts Magnitude

histogram
Gamma
K0

Laplace
Gaussian
GG (fit)

histogram
Gamma
K0

Laplace
Gaussian
GG (fit)

Fig. 2. Histogram of real parts or magnitude of subband components
and the likelihood of pdfs. From Wölfel and McDonough [8] (c)
John Wiley & Sons, Ltd.
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Fig. 3. Simplified plot of relative sound pressure vs. time for an
utterance of the word cat in additive noise. From Wölfel and Mc-
Donough [8] (c) John Wiley & Sons, Ltd.

speech. The fundamental frequency, typically denoted as f0, is the
rate at which the vocal cords open and close. Because of this peri-
odicity, there will be a great deal of energy in those subbands that
fall directly on an integer multiple or harmonic of F0. Between the
harmonics there will be very little energy in the spectral domain.

The aforementioned characteristics imply that probability den-
sity function (pdf) of speech in the subband domain is super-
Gaussian, which is clearly evident from the plots displayed in
Figure 2. As is well known, super-Gaussian signals display infre-
quent, but large deviations from their mean values, and thus exhibit
”spikey” and ”heavy-tailed” characteristics. In comparison with
the normal distribution, super-Gaussian pdfs have more probability
mass near their means, less probability mass at intermediate values
of their arguments, and far more probability mass in their tails;
i.e., far away from their means. As alluded to above, the super-
Gaussianity of human speech is connected with its sparsity in the
subband domain. Each subband sample is very, very often nearly
zero, but then briefly far-removed from zero.

It is also perhaps worthwhile to summarize what is known about
the acoustic environments in which speech propagates. To state the
obvious, these environments are characterized by the twin distor-
tions of noise and reverberation, which, as is apparent from Figures 3
and 4 respectively, have very different effects on speech. As shown
in Figure 3, noise tends to “fill in” the low-energy regions of speech
in the time-frequency domain, and thus has a masking effect. Re-
verberation, as shown in Figure 4, causes a temporal “smearing” of
speech in the time-frequency domain; i.e., spectral content from one
time instant is smeared into the following time instants.

From a statistical point of view, the primary effect of noise
and reverberation is to make the super-Gaussian subband samples
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Fig. 4. Simplified plot of relative sound pressure vs. time for an
utterance of the word cat in a reverberant environment. From Wölfel
and McDonough [8] (c) John Wiley & Sons, Ltd.
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Fig. 5. Histograms of subband magnitude of clean speech (black
line) and noise corrupted or speech corrupted with reverberation.
From Wölfel and McDonough [8] (c) John Wiley & Sons, Ltd.

of speech more nearly Gaussian. This can be clearly seen in the
histograms displayed in Fig. 5. Kumatani et al [7] have proposed to
use this fact in order to perform improved beamforming on speech
captured with far-field sensors. To wit, very good measures of non-
Gaussianity have been proposed in the independent components
analysis literature. Two of the most popular are negentropy and
kurtosis [9, 10]. Such measures of non-Gaussianity can be used to
replace the minimum variance optimization criterion used in con-
ventional beamforming, and thereby solve the source cancellation
problem. To wit, by adjusting the active weight vector of a beam-
former in generalized sidelobe canceller configuration so as to obtain
an output signal that is super-Gaussian as possible, it is possible to
suppress the detrimental effects of noise and reverberation [7].

Finally, the realistic acoustic environments in which speech
propagates typically contain other speakers. Hence, overlapping
speech is a common phenomenon. This is why there has recently
been great interest in the automatic recognition of overlapping
speech [6, 11], which is a source separation task par excellence.
There has also been substantial effort devoted to the collection and
annotation of corpora, such as the Multi-Channel Wall Street Journal
Audio Visual Corpus (MC-WSJ-AV) [12], of overlapping speech.
From a statistical point of view, the effect of overlapping speech is
much like that of noise and reverberation: It tends to make a highly
super-Gaussian signal more nearly Gaussian.

The advantages of incorporating higher-order statistics into
beamforming algorithms are illustrated by the results shown in Ta-
ble 1. To wit, the beamformer using higher-order statistics proved
more effective than the conventional beamformer based on a MMSE
criterion. A more detailed explanation of these results can be found
in these proceedings [7]. Further evidence of the beneficial effects

Pass 1 2 3 4
Algorithm Word Error Rate %

SDM 87.0 57.1 32.8 28.0
CTM 52.9 21.5 9.8 6.7

D&S BF 80.1 39.9 21.5 17.8
D&S BF with PF 79.0 38.1 20.2 16.5

MN BF with Gamma pdf 75.6 34.9 19.8 15.8
MN BF with GG pdf 75.1 32.7 16.5 13.2

MMSE BF 78.6 35.4 18.8 14.8

Table 1. Word error rates for each beamforming algorithm after
every decoding pass.

of considering higher order statistics are provided in [6].
These facts, then, beg three questions:

• Why are the specific characteristics of speech so often ig-
nored by the developers of BSS and beamforming algo-
rithms? While Seltzer’s proposal for incorporating a HMM
directly into a beamforming algorithm is well-known [2],
most BSS algorithms are formulated to work for any con-
ceivable source [4], and most beamforming algorithms take
no specific account of the characteristics of human speech.

• Why do developers of BSS algorithms consistently ignore ge-
ometric information?

• Why do developers of beamforming algorithms consistently
ignore the use of higher order statistics?

Is it in fact time to move beyond the arbitrary definition of the BSS
problem that specifically precludes the use of the relative positions of
the sensors as well as the known or estimated position of the source.
Could one really conceive of an actual application wherein this infor-
mation would be unavailable? If such applications do not exist, why
is so much effort devoted to solving such an arbitrarily-formulated
problem?

Gap 2: Speech Enhancement for Noise vs. Re-
verberation
Compensating for the effects of noise and reverberation are tradition-
ally seen as separate problems. This is apparent from Table 2, which
summarizes various speech enhancement techniques that have been

Method Additive Reverberation
blind deconvolution no yes
multi-step linear prediction no yes
harmonicity-based dereverberation no yes
work by Sehr et al. no yes
spectral subtraction yes no
Wiener filtering yes no
subspace algorithms yes no
vector Taylor series yes no
parallel model combination yes no
Bayesian filters, e.g. particle filters yes no
missing feature theory yes no
feature uncertainty yes no
array processing∗ joint
joint particle filter approach joint

Table 2. Standard techniques for speech enhancement.
∗ not a single channel processing technique



proposed in the literature. In realistic acoustic environments, how-
ever, these two distortions are both invariably present. To achieve
the full potential of speech enhancement, techniques must be de-
veloped which have the ability to suppress both kinds of distor-
tions in a single framework. A first step in this direction, as pro-
posed by Wölfel [13] at this workshop, is through modeling addi-
tive and reverberation distortions in a single framework based on
particle filters. The basic idea is to jointly track both distortions
in a high dimensional space. The lower B dimensions represent
the energy of additive distortions for each frequency bin ωk, for
k = 1, 2, . . . , B, while higher dimensions represent reverberation
energy. Instead of tracking the reverberation energy directly only
the scale term of the reverberation estimate, which has a significantly
lower variance, is tracked. The filter has now the freedom to decide
how much “weight” is given to the different distortions. Table 3
presents the reductions in word error rate achieved by compensating

Distance 150-200 cm 300-400 cm
SNR 17 dB 10 dB
Pass 1 2 1 2

Compensation Word Error Rate %
Additive Reverberation

no no 18.6 14.0 45.4 28.6
yes no 17.8 13.2 42.8 25.4
no yes 17.7 13.4 39.2 23.9
yes yes 17.7 13.3 38.3 23.3

joint 16.9 12.6 38.4 22.2

Table 3. Speech recognition experiments on single channel
recordings with different speaker to microphone distances. From
Wölfel [13].

for additive and reverberant distortions, either in isolation or jointly.
It is apparent that the enhancement of both techniques contribute to
an increased performance of the overall system. A joint approach
to speech enhancement, however, achieves the best overall perfor-
mance. Further details are provided in Wölfel [13].

What is required in the future is to bridge the gap between
speech enhancement techniques that exclusively compensate for
additive noise or reverberation. Why not handle both distortions by
folding the total speech enhancement problem into a single fomu-
lation? Moreover, why not devise a particle filter that compensates
for reverberation? A particle filter goes to every length to estimate
the current value of the clean speech. But what is currently the
clean speech will in approximately 50 ms be contributing to the
noise floor; i.e., it will be part of the late reverberation, which in
the multi-step linear prediction approach to dereverberation is sub-
tracted from observed spectrum in order to estimate the spectrum
of the clean speech [14]. Folding this spectral subtraction into the
formulation of the particle filter would offer the possibility of jointly
compensating for noise and reverberation.

Gap 3: Speech Enhancement by Single Channel
vs. Array Processing
Of the techniques mentioned in the previous section, Gap 2, only
Wiener filtering is traditionally applied after beamforming as a post-
filter. Indeed, there is a well-known equivalence between the min-
imum mean square error (MMSE) beamformer and the minimum
variance distortionless response (MVDR) beamformer followed by
a Wiener post-filter [15]. To estimate the transfer function of the
Wiener post-filter the auto- and cross-spectral densities of the multi-

channel input signals are used. It is well known that this filter, which
is known as McCowan’s post-filter, is not optimal and that the noise
power is over-estimated at the single channel output after beamform-
ing. It further assumes that the speech and noise signals are uncor-
related which is in general not true. To overcome this drawbacks
variants to the McCowan’s post-filter have been proposed. Those fil-
ters, however, are still using a Wiener filter and thus are limited to
the applied constraints.

The capacity of a microphone array for spatial filtering can only
partly compensate for additive noise and reverberation. In particu-
lar, spatial filtering cannot compenate for those distortions coming
from the look direction; i.e., the direction of the direct signal from
the desired speaker’s mouth. Thus, why not adopt well known sin-
gle channel speech enhancement techniques to overcome the limi-
tations of speech enhancement based on spatial filtering? In a first
step, single channel speech enhancement techniques could be ap-
plied either before or after beamforming. The optimal goal, however,
would integrate denoising and dereverberation techniques directly
into the beamforming framework. Realizing such a joint enhance-
ment scheme, would require adopting objective functions already
used in single-channel speech enhancement techniques or ASR sys-
tems. Alternatively , novel objective functions would have to be
developed. A few such novel objective functions will be discussed
in the following section.

Many current post-filtering techniques are based on variants of
the Wiener filter. As mentioned previously, when a Wiener post-filter
is combined with the well-known MVDR beamformer, the MMSE
estimate of the desired signal is obtained. This approach effectively
treats speech as a Gaussian signal in that it only accounts for second-
order statistics. As mentioned under Gap 1, however, speech is
highly non-Gaussian. Kumatani et al [6, 7] have demonstrated that
higher order statistics can be incorporated into novel beamforming
algorithms to improve the performance of DSR systems. Based
on this prior experience, it is very likely that more effective post-
filters could be derived by considering the non-Gaussian properties
of speech; i.e., by incorporating knowledge of higher order statistics
into post-filtering algorithms.

Gap 4: Beamforming for Speech vs. Distant
Speech Recognition
As mentioned under Gap 1, Kumatani et al [7] successfully applied
a negentropy criterion to the acoustic beamforming problem. As
shown by results quoted in Table 1, beamforming under a negen-
tropy criterion followed by Wiener postfiltering proved more effec-
tive than conventional MMSE beamforming. Buchner et al [16] have
remarked that their TRINICON algorithm was the first blind source
separation algorithm to simultaneously take into account 1) non-
whiteness, 2) non-stationarity, and 3) non-Gaussianity. Kumatani’s
work has ignored the non-stationary nature of speech, but has proven
effective nonetheless. As seen in Figure 1, speech is a highly non-
stationary signal. This begs the question: How best could knowledge
of the non-stationary nature of speech be incorporated into a beam-
forming algorithm based on higher order statistics?

The LIMA-BEAM algorithm proposed by Seltzer et al [2] is
well-known. This algorithm is based on performing maximum like-
lihood (ML) beamforming in the log-spectral domain. The results
reported by Raub et al [17] suggested that ML HMM beamforming
was more effective when applied in the cepstral rather than in the
log-spectral domain.

Is either the log-spectral or cepstral domain really the best do-
main for beamforming? For the purposes of beamforming, both have



inherent drawbacks: To wit, in both cases, the fine frequency reso-
lution required for beamforming has been smeared out through the
application of one or more of linear prediction, mel triangles, and
cepstral truncation. Similarly, in both domains, all phase informa-
tion has been discarded. It should not be forgotten that beamforming
in the subband domain is, to a first order, simply a linear phase shift.
ASR and beamforming have different requirements with respect to
time and frequency resolution: ASR requires good time resolution,
but frequency resolution is unimportant. With beamforming, the op-
posite is true.

To calculate negentropy, Kumatani et al [7] used a generalized
Gaussian (GG) pdf with the functional form

pGG(y) =
1

2Γ(1 + 1/p) A(p) σ̂
exp

»
−

˛̨̨̨
y

A(p) σ̂

˛̨̨̨p–
, (1)

where A(p) =

»
Γ(1/p)

Γ(3/p)

–1/2

, (2)

In (1–2), Γ(.) is the gamma function and p is the shape factor, which
controls how fast the tail of the pdf decays. The parameter σ̂ is the
scale factor, which is equivalent to the square-root of the variance,
better known as the standard deviation, of the resulting pdf.

Perhaps we can reinterpret Seltzer’s intuition in formulating the
LIMA-BEAM algorithm as follows: How would it be possible to
model the non-stationarity of speech with a HMM for the purpose of
adaptive beamforming? Given the good initial results of Kumatani
et al [7], the demonstrated super-Gaussian nature of speech, and the
desirability of performing beamforming in a domain where phase
information is preserved, we might be lead to propose the follow-
ing solution: Use Kumatani’s notion of beamforming under a maxi-
mum negentropy criterion, but, during a second pass, perform HMM
alignment and extract the short-term power spectral density (PSD) of
the speech from the adapted cepstral means of an auxiliary model.
The auxiliary model has the same state clustering as the main HMM
used for recognition, but only a single Gaussian per codebook, and
that with only static cepstral features. The auxiliary model is trained
not with a normal cepstral front-end wherein a Hamming window
is followed by a DFT, but instead with the same uniform DFT anal-
ysis filter bank used for beamforming [18]. The value of the PSD
at a given frequency ωc is equivalent to the instantaneous variance
σ2

k of the output of the kth subband with center frequency ωk = ωc.
Hence, the instantaneous scale factor σ̂k of the GG pdf used for max-
imum negentropy beamforming would be given by σ̂k =

p
σ2

k. Af-
ter Viterbi alignment of the auxiliary model with the subband sam-
ples from the analysis filter bank, the value of σ2

k for a particular
analysis frame can be recovered by inverting the ceptral feature ex-
traction process on the time aligned cepstral mean from the auxiliary
model in order to obtain the corresponding PSD. The PSD for the kth
subband is in fact σ2

k. The development of such an algorithm is the
subject of a Saarland University technical report [19] as well as a
Interspeech 2008 submission [20].

Gap 5: Research Communities for Array Pro-
cessing vs. Automatic Speech Recognition
It is an unfortunate state of affairs, but the research community in-
volved in array processing is largely disjoint from that involved in
ASR. While there are certainly research sites, such as ATR and NTT
in Japan, Carnegie Mellon University in the US, Paderborn Univer-
sity in Germany, ICSI/SRI in the US, FBK in Italy and Microsoft
Research USA, that are doing interesting work in both fields, these

rare exceptions rather prove the rule than otherwise. Both commu-
nities are too often dismissive of the practices of the other. The dif-
ferences between the two communities are perhaps best described
as cultural; they are rooted in something akin to “folklore” and the
worldview that “this is just the way it is done.” Looking at either
research community through the wrong end of a telescope so as to
make its contributions seem smaller, one cannot help but come to
several conclusions. Firstly, the array processing community:

• Often reports only improvements in signal-to-noise ratio
(SNR), which do not lead to performance improvements in
real DSR tasks for a variety of reasons.

• Works almost solely on artificial data; i.e., data captured with
a close-talking microphone (CTM) that has been artificially
convolved to simulate reverberation and artificially corrupted
with noise.

• Refuses to work on real data as evidenced by the lack of par-
ticipation in recent open evaluations, such as the Speech Sep-
aration Challenge II, intended to measure DSR performance
in realistic acoustic environments.

• Reports experimental results on trivial tasks such as TIDig-
its, TIMIT, and Resource Management, which no one in the
mainstream speech recognition research community finds at
all compelling.

• Runs experiments on statistically insignificant test sets, often
consisting of only one or two utterances, and amounting to a
few minutes of speech at most.

• Uses speech recognition technology that has not been state of
the art for more than 15 years; e.g., plain vanilla cepstral fea-
tures, without linear discriminant analysis [21], without semi-
tied covariance matrices [22], and without speaker adapta-
tion of any kind. It is well known in the ASR community
that overall performance improves when these state-of-the-
art techniques are added to a system, but the gains from other
signal processing techniques either diminish or vanish com-
pletely.

Training then our backwards telescope on the other side, it be-
comes apparent that the ASR community:

• Has only the dimmest notion of array processing, and has for
too long conducted experiments only on CTM data.

• Understands little beyond delay and sum beamforming, and
is surprised to learn this is not state-of-the-art.

• Knows neither of the frequency nor of the subband domain,
nor of the advantages to be obtained through signal process-
ing in these domains.

• Has no grasp of proper speaker tracking, nor that this is re-
quired for beamforming as such.

• Seems to be perpetually chasing its tail; i.e., trying out the
same old thing that (pick one) Cambridge, LIMSI, or IBM
did last year.

• Is largely ignorant of the effects of sound propagation on the
characteristics of human speech.

In the opinion of the present authors, to make true progress, each
community must cease sneering at the worst practices of the other,
but instead adopt the other community’s best practices. What are the
best practices of each community? Turning our telescope now the
right way round, we realize that the array processing community:

• Has a deep understanding of the effects of sound propagation.



• Is mathematically rigorous.

• Is concerned above all with innovation.

• Is very active in the publishing and disseminating scientific
results through books, collections, as well as the proceedings
of conferences and workshops such as this one.

• Has a very detailed overview between the various aspects of
multi-channel signal processing, including speaker tracking,
beamforming, and post filtering.

Similarly, the DSR community:

• Runs experiments on real data, which means above all else
found data; i.e., data captured in realistic acoustic environ-
ments from real human speakers with little interest in the fact
that they are being recorded.

• Realizes that “the data is the boss”; i.e., if an algorithm does
not work well on the given data, it is time to get a new algo-
rithm, because there is no chance of getting new data.

• Has been long conditioned to measuring system performance
in large open evaluations on hours of evaluation data. Such
evaluations are invariably blind in that the results are tabu-
lated by an independent agency, such the US National Insti-
tute of Standards and Technologies, and often contain multi-
ple conditions that are not revealed in advance to the evalua-
tion participants.

• Is aware that there are many components that contribute to the
performance of an ASR system, and all must be optimized in
order to achieve state-of-the-art performance.

• Is well aware and fanatically interested in the characteristics
of human speech and how they can be exploited to improve
system performance.

In the view of the current authors, ground breaking progress in
the DSR field can only be achieved if the mainstream ASR commu-
nity adopts methodologies and techniques that have heretofore been
confined to the fringes. Such technologies include speaker track-
ing, beamforming, and source separation for effective recognition of
overlapping speech. Terms like uniform DFT filter bank, generalized
sidelobe canceller, and diffuse noise field must become household
words within the ASR community. At the same time researchers in
the fields of acoustic array processing and source separation must be-
come more knowledgeable about the current state of the art in speech
recognition. This community must learn to speak the language of
word lattices, semi-tied covariance matrices, and WFST equivalence
transformations. For too long, the two research communities have
been content to effectively ignore each other. With a few noteable
exceptions, the ASR community has behaved as if a speech signal
does not exist before it has been converted to cepstral coefficients.
The array processing community, on the other hand, continues to
publish experimental results obtained on artificial data, with recog-
nition systems that are nowhere close to state of the art, and on tasks
that have long since ceased to be of any research interest in ASR
mainstream.

2. CONCLUSIONS

In this paper, we have presented what in our view are the most
pressing problems in the field of distant speech recognition. We
believe that distant speech recognition is a problem that can be
solved within foreseeable future, but not under the current research
paradigm which artificially divides the world into categories which
prevent progress. Instead of introducing arbitrary divisions or gaps

between the various facets of the complete distant speech recog-
nition problem, what is needed above all else are bridges. The
research community can no longer view the world through the artifi-
cial distinction of beamforming vs. independent component analysis.
The two are different ways of approaching the same problem: One
through the use of geometrical information, the other through the use
of statistics. Clearly, both methods are to some extent effective. Why
can they not be combined, thereby bridging the first gap? Similarly,
noise and reverberation are traditionally seen as separate problems.
But both are invariably present in any distant speech recognition
scenario involing a realistic acoustic environment. An effective so-
lution must consider both, not one in isolation, and thereby bridge
the second gap. A third gap in need of bridging is that between
single and multi-channel enhancement techniques. Perhaps we need
to look beyond the artificial distinction between beamforming and
postfiltering to devise truly effective solutions. The fourth gap was
initially addressed by Seltzer et al [2]; it involves using the HMM to
account for the non-stationary nature of speech in order to perform
more effective beamforming. Are there ways to use HMMs for this
purpose more effectively, perhaps by working in a domain where
frequency resolution and phase information are preserved?

Finally, how can the mainstream research communities involved
in ASR and array processing be unified? How can they be made to
see the world through the same eyes, instead of viewing the other
field as foreign? This final gap is the one that needs to be bridged
soonest, inasmuch as distant speech recognition cannot become a
reality otherwise.

3. REFERENCES

[1] H. L. Van Trees, Optimum Array Processing, Wiley, New
York, 2002.

[2] M. L. Seltzer, Bhiksha Raj, and Richard M. Stern, “Likelihood-
maximizing beamforming for robust hands-free speech recog-
nition,” IEEE Trans. Speech Audio Proc., vol. 12, no. 5, pp.
489–498, September 2004.

[3] Lucas C. Parra and Christopher V. Alvino, “Geometric source
separation: Merging convolutive source separation with geo-
metric beamforming,” IEEE Trans. Speech Audio Proc., vol.
10, no. 6, pp. 352–362, September 2002.

[4] Aapo Hyvärinen and Erkki Oja, “Independent component anal-
ysis: Algorithms and applications,” Neural Networks, vol. 13,
pp. 411–430, 2000.

[5] Scott C. Douglas, “Blind separation of acoustic signals,” in
Microphone Arrays, M. Brandstein and D. Ward, Eds., chap-
ter 10. Springer Verlag, Heidelberg, Germany, 2001.

[6] Kenichi Kumatani, Tobias Gehrig, Uwe Mayer, Emilian
Stoimenov, John McDonough, and Matthias Wölfel, “Adaptive
beamforming with a minimum mutual information criterion,”
IEEE Transactions on Audio, Speech and Language Process-
ing, vol. 15, pp. 2527–2541, 2007.

[7] Kenichi Kumatani, John McDonough, Dietrich Klakow,
Philip N. Garner, and Weifeng Li, “Adaptive beamforming
with a maximum negentropy criterion,” in Proc. Hands-Free
Speech Communication and Microphone Arrays, Trento, Italy,
May 2008.

[8] Matthias Wölfel and John McDonough, Distant Speech Recog-
nition, Wiley & Sons, Chichester, West Sussex, England, 2008.

[9] P. Comon, “Independent component analysis–a new concept?,”
Signal Processing, vol. 36, pp. 287–314, 1994.



[10] Cardoso, “Blind signal separation: Statistical principles,”
Proc. IEEE, vol. 9, no. 10, pp. 2009–2025, 1998.

[11] John McDonough, Kenichi Kumatani, Tobias Gehrig, Emilian
Stoimenov, Uwe Mayer, Stefan Schacht, Matthias Wölfel, and
Dietrich Klakow, “To separate speech! a system for recog-
nizing simultaneous speech,” in Proc. Machine Learning and
Multi-modal Interfaces, 2007.

[12] M. Lincoln, I. McCowan, I. Vepa, and H. K. Maganti, “The
multi-channel Wall Street Journal audio visual corpus ( mc-
wsj-av): Specification and initial experiments,” in Proc. ASRU,
2005, pp. 357–362.

[13] Matthias Wölfel, “A joint particle filter and multi-step lin-
ear prediction framework to provide enhanced speech features
prior to automatic recognition,” in Proc. Hands-Free Speech
Communication and Microphone Arrays, Trento, Italy, May
2008.

[14] K. Kinoshita, T. Nakatani, and Miyoshi M., “Efficient derever-
beration framework for automatic speech recognition,” Proc.
of Interspeech, pp. 3145–3148, 2005.

[15] K. Uwe Simmer, Joerg Bitzer, and Claude Marro, “Post-
filtering techniques,” in Microphone Arrays, M. Brandstein
and D. Ward, Eds., chapter 10. Springer Verlag, Heidelberg,
Germany, 2001.

[16] H. Buchner, R. Aichner, and W. Kellermann, “Blind source
seperation for convolutive mixtures: A unified treatment,”
in Audio Signal Processing for Next-Generation Multimedia
Communication Systems, pp. 255–289. Kluwer Academic,
Boston, 2004.

[17] Doiminik Raub, John McDonough, and Matthias Wölfel, “A
cepstral domain maximum likelihood beamformer for speech
recognition,” in Proc. Interspeech, 2004.

[18] Kenichi Kumatani, John McDonough, Stefan Schacht, Dietrich
Klakow, Philip N. Garner, and Weifeng Li, “Filter bank design
based on minimization of individual aliasing terms for mini-
mum mutual information subband adaptive beamforming,” in
Proc. ICASSP, 2008.

[19] Barbara Rauch, Kenichi Kumatani, and John McDonough,
“Hidden markov model beamforming with a maximum negen-
tropy optimization criterion,” Tech. Rep., Spoken Language
Systems, Saarland University, Saarbrücken, Germany, March
2008.

[20] Barbara Rauch, Kenichi Kumatani, John McDonough, and Di-
etrich Klakow, “Hidden markov model beamforming with a
maximum negentropy optimization criterion,” in Proc. Inter-
speech, submitted September 2008.

[21] K. Fukunaga, Introduction to Statistical Pattern Recognition,
Academic Press, 1990.

[22] M. J. F. Gales, “Semi-tied covariance matrices for hidden
Markov models,” IEEE Transactions Speech and Audio Pro-
cessing, vol. 7, pp. 272–281, 1999.


