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A B S T R A C T  

In recent work, we proposed the all-pass t rans form (APT) 
as the basis of a speaker adaptation scheme intended for use 
with a large vocabulary speech recognition system. It was 
shown that APT-based adaptation reduces to  a linear trans- 
formation of cepstral means, much like the better known 
maximum likelihood linear regression (MLLR). Due to  this 
linearity, APT-based adaptation can be used in conjunc- 
tion with speaker-adapted training (SAT), an algorithm for 
performing maximum likelihood estimation of the param- 
eters of a hidden Markov model when speaker adaptation 
is to be employed during both training and test. In other 
work, we proposed a refinement of SAT dubbed single-pass 
adapted training (SPAT) specifically-tailored for use with 
the APT. Here we introduce an incremental training pro- 
cedure intended for use with the APT and multiple regres- 
sion classes. In a set of speech recognition experiments 
conducted on the Switchboard Corpus, we obtained a word 
error rate of 37.9% using APT adaptation, a significant im- 
provement over the 39.5% word error rate achieved with 
MLLR. 

1. I N T R O D U C T I O N  

Speaker-adapted training (SAT) is an algorithm for per- 
forming maximum likelihood estimation of the parameters 
of an HMM when speaker adaptation is to  be employed dur- 
ing'both training and test [l]. SAT can be used with any 
speaker adaptation scheme employing a linear transforma- 
tion of cepstral means, including both maximum likelihood 
linear regression [4] as well as the all-pass transform (APT) 
based formulation discussed in [5]. In a typical implementa- 
tion of speaker adaptation, the Gaussian components of an 
HMM are partitioned into a number of mutually exclusive 
sets or regression classes; several straightforward modifica- 
tions of the basic SAT algorithm have been proposed to 
update the assignment of Gaussian components to classes 
using a maximum likelihood (ML) criterion. Single-pass 
adapted training (SPAT), which was introduced in [8], is 
a variation of SAT tailored specifically for use with APT- 
based adaptation. SPAT makes extensive use of an HMM 
with one Gaussian component per state cluster to estimate 
speaker-dependent APT parameters; these parameters are 
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then transferred to the final multiple-mixture HMM in a 
computationally-efficient manner. 

The incremental training procedure developed here can 
be regarded as a combination and further refinement of the 
procedures mentioned above. It is based on the idea of 
gradually increasing the amount of detail used in modeling 
the characteristics of a novel speaker; in this regard, it is 
similar to the incremental build approach to HMM training 
favored by HTK, the Hidden Markov Model Toolkit [9]. 
Modeling detail can be added by increasing the number of 
regression classes or by increasing the number of parameters 
specifying each speaker-dependent APT, or both. As in 
SPAT, all APT parameters are estimated using a single- 
mixture model and then transferred to  the final, multiple- 
mixture model. In this work we concentrate on two of the 
most important aspects of incremental training: the means 
by which a class is sub-divided or split, and the means by 
which a class is chosen for splitting. 

2. T R A I N I N G  P R O C E D U R E S  

Here we describe the procedures used in incrementally train- 
ing an HMM for use with speaker adaptation. 

2.1. Speaker-Adapted Training (SAT) 

As mentioned in the introduction, SAT is an algorithm 
for performing hlL estimation of HMM parameters when 
speaker adaptation is to be used during both test and train- 
ing [l]. Very often the Gaussians of an HMM are parti- 
tioned into regression classes and a distinct transformation 
matrix is estimated for each class. In this case it is possi- 
ble to assign each Gaussian to a regression class based on 
the ML criterion [3] during SAT parameter re-estimation. 
The Optimal Regression Class (ORC) estimation procedure 
described in [7] and summarized here is a slight departure 
from that presented in [3] inasmuch as the mean and class 
assignment of a Gaussian are updated jointly rather than 
sequentially. 

Let hk = ( p k , D k )  denote the parameters of the k t h  
Gaussian, where pk and Dk = diag(a;,, u:,~ . . .  u ; , ~ - ~ }  
are respectively the speaker-independent (SI) mean and di- 
agonal covariance. Let z!') denote the ith cepstral feature 
from speaker s, c t )  the posterior probability that XI!') was 
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drawn from the k t h  Gaussian, and let c r )  = E, cg’. Define 
the mean and variance components for speaker s as 

Let *4?) denote the transformation matrix associated with 
speaker s and class T ,  and define the auailiary function [7] 

G k ( p k r D k , T )  $ ( b k  - AT P k l T D k ( f i k  - AT P k )  

where 

A , . - [  T - A ( ‘ ) T  r , , . Ais)T] 

SAT proceeds by first conducting a forward-backward 
pass over the training set to collect the speaker-dependent 
(SD) statistics (1-2), and subsequently estimating all trans- 
formation matrices { A ? ) } .  Holding the SI variances fixed, 
the optimal mean conditioned on the assignment of Gaus- 
sian k to class T is calculated from 

for each pair ( k , ~ ) .  The optimal class for Gaussian k can 
then be determined from 

r * ( k )  = arg min G ‘ r , ( p t i r , D k , ~ )  (4) 
r 

Finally, the optimal variance are components are calculated 
from 

where c k  = ~ , c ~ ’ .  In (4) the transformed mean f i k  = 
A ? ) P k  is calculated using the optimal class T = ~ ‘ ( k )  and 
optimal SI mean p k  = pi; , .  

2.2. Single Pass-Adapted Training (SPAT) 

SAT can be applied to any speaker adaptation scheme based 
on a linear transformation of the original cepstral means- 
a property of both APT adaptation as well as the better- 
known MLLR [4]. When used with the latter, the SAT 
model is typically initialized with the final, multiple-mixture 
HMM obtained from conventional training. This approach 
cannot be used in the case of APT adaptation, as the 
SD transforms estimated in this fashion will be indistin- 
guishable from the identity, and no improvement in sys- 
tem performance will be achieved. This is a consequence of 
the highly constrained nature of the APT [7, Chapter 71. 
Reasonable APT parameters can be estimated, however, 
by beginning with a conventionally-trained HMM possess- 
ing a single Gaussian for each state cluster, accumulating 
SD forward-backward statistics, and optimizing the rele- 
vant EM auxiliary function [2]. These APT parameters can 
then be transferred to the final multiple-mixture model us- 
ing SPAT [8]. The complete SPAT procedure is as follows: 

0. 

1. 

2. 

3. 

4. 

2.3. 

Use the HTK incremental build procedure to obtain 
conventional, single-mixture (SM) and multiple-mixture 
(MM), state-clustered SI models. 

Perform several iterations of regular SAT beginning 
with the SM model from Step 0. Retain the SD adap- 
tation parameters for all training speakers. 

Beginning with the final, MM model from Step 0, do a 
forward-backward pass on all utterances in the train- 
ing set and dump SD statistics. Note that no speaker 
adaptation is performed on the SI model prior to 
forward-backward alignment. 

Using the SD adaptation parameters from Step 1 and 
the SD forward-backward statistics from Step 2, per- 
form a regular SAT combination step. 

Perform several additional iterations of normal SAT 
beginning with the model obtained from Step 3 and 
SD adaptation parameters from Step 1. 

Homewood Incremental Training (HIT) 

A variation of the SPAT procedure can be used to incre- 
mentally increase the number of regression classes associ- 
ated with an MM model. Suppose that several iterations 
of the SAT/ORC procedure described in Section 2.1 have 
been conducted on the SM model, so that it now has, for 
example, four optimally-chosen classes. In addition, a set 
of APT parameters for each class has been estimated for 
all speakers in the training set. Also suppose that an MM 
model has been trained using two classes, and that we now 
desire to transfer the four classes of the SM model to this 
MM model. This is accomplished by first transforming the 
means of the MM model using its two classes and associ- 
ated APT parameters, and conducting a forward-backward 
pass to accumulate the usual SAT statistics. Then the MM 
classes, means, and variances are updated using the APT 
parameters from the four-class SM model; each Gaussian 
is forced to choose among the four new classes instead of 
the two old ones based on (4). With the critical first stage 
accomplished, all training set APT parameters can be fixed 
and several more iterations of SAT/ORC can be performed 
to refine the MM model. 

Homewood Incremental Training (HIT) employs the afore- 
mentioned SPAT variation to train a final multiple-mixture, 
multiple-regression class model beginning from conventionally- 
trained SM and M M  models. In the first stage of HIT, SM 
and M M  models with one class are trained using the basic 
SPAT procedure. In the next stage, the number of classes 
is increased from one to two. This begins with the final 
SM model from the first stage. Using the class splitting 
technique described below, all Gaussians in the SM model 
are tentatively assigned to one of two new classes. Several 
iterations of SAT are then conducted; in addition to the 
usual transform parameter re-estimation, the performance 
of which differentiates the classes after the first iteration, 
the class assignment of each Gaussian is reconsidered every 
time its mean is updated. The stage concludes by fixing 
the APT parameters for all speakers in the training set, 
using the SPAT variation to move the MM model to two 
classes, then refining the MM model with several iterations 
of SAT/ORC. 

. 
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The entire incremental procedure can be repeated indef- 
initely to  obtain a model with any desired number of regres- 
sion classes. Once the SM model has more than one regres- 
sion class, however, it is necessary to devise some means of 
choosing which class to split during incremental training. In 
a slightly modified form, HIT can also be used to gradually 
increase the number of parameters specifying each APT; 
e.g., from one to  nine to seventeen. To ensure the addi- 
tional modeling detail is having a positive effect on system 
performance, the model is typically tested after each stage 
of incremental training. 

We now discuss two important details of incremental 
training: the way in which a class is initially split, and the 
way the next class to be split is chosen. 

Splitting a Regression Class: A regression class is split 
by partitioning the set of Gaussians assigned to it using 
a modified K-means procedure. Assume we wish to  split 
regression class r and let I C r  denote the set of Gaussians 
currently assigned to this class. To begin, the mean for the 
entire class is calculated according to 

where D k  is given by (3) with Dk = D for some global 
covariance matrix D. Next p* is perturbed slightly to  ob- 
tain the initial means p1 and p2. Thereafter, each Gaussian 
k E IC is assigned to one of the two new classes according 
to the rule 

~ ' ( k )  = arg min ( f i k  - A , . ~ ~ ) ~ D k ( f i ~  - A T p t )  (7 )  

Now the pattern is set and can be repeated until a fixed 
point is attained. Let K1 , I C 2  c IC, denote the sets of Gaus- 
sians assigned each new class. The optimal class mean p: 
can be updated by restricting the summations in (6) to 
k E K t  for z = 1,2, after which all Gaussians k E IC, can be 
re-partitioned according to (7). Note that this procedure is 
intended solely to provide a remonable initial partition of 
the relevant Gaussians into new classes; the real work, of 
course, is acconiplished by the ORC estimation algorithm. 

Chooszng a Regresszon Class to Splzt: From ( 5 )  it is 
apparent that the smallest variance is obtained when the 
SD mean is equivalent to the transformed mean j i k  = 
-4!s)pk for all speakers s and all Gaussians k E K,. In this 
case, the SI variance reduces to 

I 

Consider the psuedo-likelihood ratio 

The denominator of L(T)  contains the actual likelihood of 
the training data associated with class T .  The numerator 
contains the, likelihood of this data if jik were made to match 
iif' exactly, which is clearly an overbound on the likelihood 

Figure 1: Warp characteristics f'(f) = arg Q,(ej2nf)/27r 
for several regression classes associated with a single 
speaker. 

of the data should class T be split. Hence C ( T )  is an opti- 
mistic estimate of how much the likelihood of the training 
set will increase from splitting class T ,  and 

r* = arg maxL(r)  

is a reasonable choice for the next class to split. 
Let Q p  denote the APT estimated for class T .  Plotting 

the transformed frequency f '(f) = arg Qp(ej2nf)/2r pro- 
vides some insight into the warping of the frequency axis 
induced by Qr.  Shown in Figure 1 are several such plots 
associated with classes for a single Switchboard speaker un- 
der a nine-parameter APT. The Nyquist rate for this speech 
material was 4 kHz, and the APT parameters specifying 
{Q,} were obtained in the course of incremental training. 
Two facts are apparent from this figure: Firstly, none of 
the warp characteristics resembles those corresponding to 
the simple bilinear transform (BLT) [7], from which it fol- 
lows that the degrees of freedom introduced in generalizing 
from the BLT to the APT truly are exploited in adapting 
to the peculiarities of a new speaker. Secondly, the warp 
characteristics are very different from each other. This fact 
together with the word error rate reductions presented in 
the next section indicates that the incremental addition of 
regression classes conduces to  better speaker adaptation. 

3. SPEECH RECOGNITION EXPERIMENTS 

In this section we summarize the speech recognition exper- 
iments experiments undertaken to illustrate the effective- 
ness of HIT when combined with APT-based adaptation. 
These experiments were conducted using training and test 
material extracted from the Switchboard COTPUS. Of the 
complete Switchboard Corpus, approximately 140 hours of 
data are set aside for system training. In order to obtain 
rapid experimental turnaround, however, a subset of the 
full training set was identified and used in all speaker com- 
pensation experiments. This subset, dubbed Mzni'Pain, is 
composed of approximately 200 conversations providing a 
total of 18.6 hours of speech material. Approximately 100 
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No. Regression Classes 
1 2 

4 2 
4 
8 
16 

39.5 
40.8 

% Word Error Rate 
APT-1 APT-9 PT-17 

38.3 37.9 

Table 1: Results of unsupervised speaker adaptation exper- 
iments using the APT with various numbers of regression 
classes and parameters per transformation. 

speakers of each gender participate in the MiniTrain conver- 
sations. The test set used in all experiments was comprised 
of both sides of 19 Switchboard conversations, for a total of 
18,000 words. 

The features used for speech recognition were composed 
of perceptual linear prediction (PLP) cepstral coefficients 1- 
12 along with first and second order difference coefficients 
derived from these. Parameters corresponding to short-time 
energy and its first and second order difference were also 
estimated, for a total feature length of 39. Cepstral mean 
subtraction was applied to the features of the test and train- 
ing sets on a per conversation side basis; no other feature 
normalization was used. 

All HMM training and test was conducted using HTK, 
the Hidden Markov Model Toolkit [9], which was augmented 
with the Homewood Extensions [6]. The HMMs were trained 
with cross-word triphones. Each triphone was composed 
of three states, and each state was composed of 12 Gaus- 
sians. The standard HTK implementation of the decision 
tree algorithm was used to generated the state clusters of 
the HMM. The final model had approximately 2,000 dis- 
tinct state clusters. 

For all experiments described below, an initial recog- 
nition pass was conducted with an unadapted SI acoustic 
model and a bigram language model, yielding a word error 
rate (WER) of 48.8%. The one-best hypotheses from the 
initial pass were then used to perform unsupervised param- 
eter estimation. The subsequent recognition passes used 
speaker adaptation as well as a trigram language model. 

which illustrate the capacity of APT-based adaptation to 
reduce the WER of a large vocabulary speech recognition 
system. In each case, the APT was augmented with an ad- 
ditive bias component applied to the static cepstral features 
but not to the deltas nor delta-deltas; the HMM used in 
recognition was trained with the HIT procedure described 
in Section 2.3. As shown in the table, both the number of 
regression classes as well as the number of parameters per 
transform were allowed to vary. Clearly, the use of more pa- 
rameters and regression classes to capture fine inter-speaker 
differences results in ever increasing reductions in WER. 
The best system apportioned 480 = 16 x (17 + 13) total 
parameters to each speaker and achieved a WER of 37.9%. 

A second set of experiments was conducted to compare 
the performance of APT-based adaptation to that of the 
currently-popular MLLR; the results of these experiments 
are shown in Table 2. In this case, the transform was com- 

Table 1 provides the results of an initial set of experiments, 

No. Regression Classes 11 % Word Error Rate 
1 II 39.7 

Table 2: 
matrix maximum likelihood linear regression (MLLR). 

Results of unsupervised adaptation with full- 

posed of a full, unconstrained matrix augmented with an 
additive bias term applied to the entire cepstral feature, in- 
cluding deltas and delta-deltas. These systems were trained 
with the basic SAT procedure. As shown in the table, the 
best system achieved a WER of 39.5%, which is signifi- 
cantly worse than that obtained with the best APT-based 
system. Moreover, the use of two regression classes pro- 
vided no significant reduction in WER over the single-class 
model, which apportioned 1,560 = 1 x (39 x 40) transform 
parameters to each speaker. This is not surprising given 
the unsupervised nature of the adaptation, the high initial 
word error rate, and the large number of parameters present 
in each individual MLLR matrix. That the opposite trend 
was observed for the APT is very likely a consequence of 
its parsimonious parameterization. It should be noted that 
the performance of the MLLR-based systems could proba- 
bly be improved using the method of gradual over-training 
discussed in [4]. 
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