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S
pectral analysis is a fundamental part of many speech processing algorithms, including compres-
sion, coding, voice conversion, and feature extraction for automatic recognition. These applica-
tions present a variety of requirements: spectral resolution, variance of the estimated spectra, and
capacity to model the frequency response function of the vocal tract during voiced speech. To sat-
isfy these requirements, a broad variety of solutions has been proposed in the literature, all of

which can be classified as either parametric methods, those using a small number of parameters estimated
from the data [e.g., linear prediction (LP)], or nonparametric methods, those based on periodograms (e.g.,
the power spectrum).

In this article, we will concentrate on spectral estimation techniques that are useful in extracting the fea-
tures to be used by an automatic speech recognition (ASR) system. As an aid to understanding the spectral
estimation process for speech signals, we adopt the source filter model of speech production [1], wherein
speech is divided into two broad classes: voiced and unvoiced. Voiced speech is quasi-periodic, consisting of a
fundamental frequency corresponding to the pitch of a speaker, as well as its harmonics. Unvoiced speech is
stochastic in nature and is best modeled as white noise convolved with an infinite impulse response filter. 

The extraction of cepstral features for ASR is traditionally based on either Mel-scaled frequency coefficients,
LP [2], or perceptual LP [3]. Though widely used, the basis of each of these feature extraction schemes [namely,
the Fourier transformation (FT) or LP] is ill-suited for the reliable estimation of the spectra of speech signals,
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especially for voiced speech. Therefore, following Murthi and Rao
[4], [5], we propose to replace these traditional approaches with
minimum variance distortionless response (MVDR) spectral esti-
mation. Our investigations were inspired by the work of
Dharanipragada and Rao [6], who originally used the MVDR in
the front-end of an ASR system. The MVDR approach has been
shown to overcome the voiced-speech modeling problems associ-
ated with LP spectral estimation techniques. Nevertheless, the
basic MVDR approach is not without limitations. In this article,
we seek to address these limitations by proposing the following
three refinements to further enhance the effectiveness of MVDR
spectral estimation:

■ warping of the frequency axis prior to MVDR spectral esti-
mation, thereby mimicking the frequency resolution of the
human auditory system [7]
■ scaling of the spectral envelope as a means for extracting
robust features in noisy conditions [8]
■ speaker-dependent model order (MO) selection of the spec-
tral envelope to compensate for differences among speakers;
e.g., fundamental frequency [9].
As we will show, the word error rate (WER) reductions pro-

vided by each technique are additive.
We will first briefly introduce the conventional spectral esti-

mation techniques (namely, the power spectrum, LP, and
warped LP). We then summarize the process of spectral estima-
tion based on the MVDR. We describe a method for implement-
ing a warping of the frequency axis intended to mimic the
human auditory system. We then discuss a modification to con-
ventional MVDR spectral estimation that reduces the variance of
the amplitudes of the spectral peaks; this modification enhances
the effectiveness of the spectral estimate, especially in the pres-
ence of additive noise. We show how to estimate a speaker-
dependent MO and investigate its relationship to the
fundamental frequency and the vocal tract length. We also show
that a statistically significant relationship to the signal-to-noise
ratio (SNR) cannot be established. We present the results of a set
of speech recognition experiments conducted on a corpus of
large-vocabulary, spontaneous speech. Finally, we present our
conclusions and plans for future work.

POWER SPECTRUM
A very simple approach to spectral analysis of a signal x[n] for
n = 0, . . . , N begins with the calculation of the discrete cir-
cular autocorrelation

R[m] =
N−1−m∑

n=0

x[n]x[(n + m)%N], (1)

where % stands for the modulo of N. Thereafter, the discrete
Fourier transform of the autocorrelation coefficients is calcu-
lated, resulting in the discrete power spectrum

S(k) =
N−1∑

n=0

R[n]e− j2πnk/N : 0 ≤ k < N.

The power spectrum is widely used in speech processing
because it can be quickly calculated via the fast Fourier
transformation (FFT) [1]. Nonetheless, it is poorly suited for
the estimation of speech spectra because it models spectral
peaks and valleys equally well. This characteristic is bad for
two reasons. Noise in the logarithmic power domain is most
evident in spectral valleys; hence, an exact representation of
these regions is less useful than an approximation of the
spectral power. The spectral peaks, on the other hand, should
be faithfully represented as they contain the most relevant
information and, as we will see later, are less distorted by
noise. Furthermore, the power spectrum cannot suppress the
effect of the fundamental frequency and its harmonics in
voiced speech. It therefore provides a poor estimate of the
response function of the vocal tract, as required for the
recognition of all nontonal languages.

LP-ENVELOPE
The estimation of an all-pole model via LP is a well-estab-
lished technique and widely used for speech coding, speech
modeling, and for extracting features for automatic recogni-
tion. In LP, the signal x[n] at time n is predicted from a lin-
ear combination of the previous M samples and some input
u[n] with the gain G:

x̂M[n] = −
M∑

k=1

ckx[n − k] + G · u[n].

Hence, it is necessary to determine the values of the LP
coefficients ck for all k = 1, · · · , M for a given MO M. Given a
block of speech data x = x[1], · · · , x[N] and assuming that
u[n] is unknown and thus x[n] must be predicted from a
weighted combination of prior samples, the error between x[n]
and the prediction x̂M[n] is given by

eM[n] = x[n] +
M∑

k=1

ckx[n − k].

The set of prediction coefficients C can then be estimated by
minimizing the total power of the prediction error:

Ĉ = argmin
C=[c1,··· ,cM]

∞∑

t=−∞

(
x[n] +

M∑

k=1

ck x[n − k]

)2

. (2)

A variety of approaches exist for minimizing (2), all of which
yield slightly different LP coefficients [2]; e.g., the widely used
Levinson-Durbin recursion is summarized in Table 1.

So far, we have introduced the basic concept of LP from a
time-domain formulation. By applying the z-transform to (2),
we obtain the formulation in the frequency domain

Ĉ = argmin
C=[c1,··· ,cM]

∞∑

n=−∞

((
zn +

M∑

k=1

ckzn−k
)

X(z)

)2

.
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Assuming that x[n] is deterministic, we can set z = e jω and
apply Parseval’s theorem to replace the infinite summation by a
finite integral, as

Ĉ = argmin
C=[c1,··· ,cM]

1
2π

∫ ω

−ω

[
A(e jω) · X(e jω)

]2

dω (3)

where

A(e jω) = 1 +
M∑

k=1

cke− jkω.

Once the LP coefficients {ck} and the prediction error power
εM = G2 have been obtained from the Levinson-Durbin recur-
sion, the transfer function of the discrete all-pole model can be
expressed as

H(z) = G

1 + ∑M
k=1 ckz−k

.

The all-pole spectral estimate Ŝ(e jω), henceforth known as the
LP envelope, is then given by

Ŝ(e jω) = |H(e jω)|2 = εM∣∣∣1 + ∑M
k=1 cke− jkω

∣∣∣
2 .

To understand the limitation of LP envelopes for modeling
voiced speech, we need only follow Murthi et al. [5] and repre-
sent the short-time spectrum of a segment of voiced speech as
the overtone series

S(e jω)harmonic =
L∑

k=1

2π
|ak|2

4

[
δ(ω + ω0k) + δ(ω − ω0k)

]
(4)

where ω0 = 2π f0 for a fundamental frequency of f0. In the
above, ak is the amplitude of the k th harmonic and L = fs/2 f0
is the number of harmonics, where fs is the sampling frequency.
We can now substitute (4) into (3) and write

Ĉ = argmin
C=[c1,··· ,cM]

1
2π

∫ ω

−ω

∣∣∣∣A(e jω)

∣∣∣∣
2

· S(e jω)harmonicdω

or, equivalently,

argmin
C=[c1,··· ,cM]

L∑

k=1

|ak|2
2

∣∣∣∣A(e jkω0)

∣∣∣∣
2

.

To achieve the desired minimization of the prediction error, the
LP filter attempts to null out the harmonics kω0 present in the
original spectrum. With increasing M, the ability of the LP filter
to null out these harmonics increases. But in the process, the
zeros of the LP filter move even closer to the unit circle, thereby

causing sharper contours in the spectral envelope and an over-
estimation of the spectral power at the harmonics [5]. Such
effects are particularly problematic for medium- and high-
pitched voices. As such, the LP method does not provide spectral
envelopes that reliably estimate the power at the harmonic fre-
quencies in voiced speech.

WARPING THE LP-ENVELOPE
Parameterizing the perceptually relevant aspects of the short-
time speech spectrum in the front-end of an ASR system can
improve the recognition accuracy. The LP all-pole model, how-
ever, approximates speech spectra equally well at all frequency
bands, which is decidedly not the way the human auditory sys-
tem functions. Moreover, postprocessing the LP envelope can-
not improve this frequency resolution. 

To eliminate this inconsistency between LP-based spectral
estimation and human auditory analysis, Strube [10] proposed
performing LP analysis on a warped frequency axis. This is
achieved by replacing the unit delay element e− jkω with a cas-
cade of first-order all-pass filters [11], with one filter also called
the bilinear transformation [12,  sec. 5.5], given by

e− jω̃ = D1(e− jω) = e− jω − α

1 − α · e− jω , (5)

where α is a warping parameter and D1(e− jω) is a warped
delay element. The frequency mapping function of D1(e− jω) is
then [13]

arg
(

D1(e− jω)
)

= ω̃ = ω + 2 arctan
(

α sin ω

1 − α cos ω

)
.

Thereby, the linear frequency axis ω is transformed to the
warped frequency axis ω̃, resulting in the frequency-warped
spectrum S̃(e jω̃). The frequency resolution of this frequency-
warped spectrum α > 0 is higher below the turning point fre-
quency ftp

c0,0 = 1; ε0 = R [0]

FOR n = 1, · · · , M

kn = −1
εn−1

n−1∑

i =0

R [i − n]ci ,n−1 (16)

WHERE

ci ,n =
{ 1 : i = 0

ci ,n−1 + knc∗
n−i ,n−1 : i = 1, · · · , n − 1

kn : i = n
(17)

AND

εn = εn−1
(
1 − |kn|2

)
(18)

AFTER SOLVING (16) TO (18) RECURSIVELY, THE COEFFICIENTS ARE GIVEN
BY ci = ci ,M FOR i = 1, · · · , M.

[TABLE 1]  THE LEVINSON-DURBIN RECURSION.
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ftp = ± fs
2π

arccos(α),

where fs is the sampling frequency, than a linear spectrum, and
vice versa. If the warp factor is set accordingly, the bilinear
transform can approximate the Mel scale, which models the
nonlinear frequency resolution of the human ear, as shown in
Figure 1. When the parameter α is set to zero, the bilinear
transformation reduces to a single unit delay with linear phase.

The inverse filter on the warped frequency axis 

Ã(e jω̃) = 1 +
M∑

k=1

c̃k
e− jkω − α

1 − α · e− jkω

can then be estimated by the Levinson-Durbin recursion using
the warped autocorrelation coefficients. Note that applying the
bilinear transform to the spectrum of a finite sequence produces
a spectrum corresponding to an infinite sequence

X̃(z̃) =
∞∑

n=0

x̃[n]z̃−n = X(z) =
N−1∑

n=0

x[n]z−n.

Therefore, the direct calculation of the warped autocorrelation
coefficients

R̃[m] =
∞∑

n=0

x̃[n]x̃[n − m] (6)

is not feasible. To overcome this problem, a variety of solutions
have been proposed [10], [14], [15]. For our experiments, we
used the algorithm of Matsumoto et al. [13], [16]. To obtain the
warped predictors, we must solve the normal equations

p∑

j=1

φ̃[i, j]c̃w, j = −φ̃[i, 0] : i = 1, · · · , p (7)

where 

φ̃[i, j] =
∞∑

n=0

yi[n]yj[n]

and yk[n] is the output of the ith order all-pass filter excited
by y0[n] = x[n]. The last line implies φ̃[i, j] is a component of
the warped autocorrelation function

R̃ [|i − j|] = φ̃[i, j].

Thus, (7) is revealed to be an autocorrelation equation,
exactly like the autocorrelation equation found in standard LP
analysis. Furthermore, since φ̃[i, j] depends only on the differ-
ence |i − j|, we can replace (6) with

R̃ [|i − j|] =
N−1∑

n=0

x[n]y|i− j|[n], (8)

where yk[n] is the output sequence given by

yk[n] = α · (yk[n − 1] − yk−1[n]) − yk−1[n − 1].

Hence, the warped autocorrelation coefficients φ̃[i, j] can be
calculated with a finite sum.

Given the warped-LP coefficients, we can now obtain the
transfer function Hwarped−LP(z) of the discrete all-pole model
in the warped-frequency domain. Thereby, we derive an all-pole
spectral estimate, henceforth referred to as the warped-LP
envelope:

Swarped−LP(e jω) = |Hwarped−LP(e jω)|2

= ε̃M∣∣∣1 + ∑M
k=1 c̃ke− jkω

∣∣∣
2

.

Note that this spectrum is already in the warped frequency
domain. Hence, upon setting α to approximate the Mel scale,
the Mel filterbank in the front-end of an automatic speech rec-
ognizer can be replaced with a filterbank of uniformly spaced,
half-overlapping triangular filters. If we are interested in an
envelope that is in the linear frequency domain, we can calcu-
late the spectral estimate as

S̃(e jω) = ε̃M∣∣∣1 + ∑M
k=1 c̃k

e− jkω−α
1−α·e− jkω

∣∣∣
2 ,

which differs from a conventional LP envelope since it uses
more parameters to describe the lower frequencies and fewer
parameters to describe the higher; the conventional LP envelope
uses an equal number of parameters for both.

The proposed warping of the LP envelope addresses the
inconsistency between LP spectral estimation and that per-

[FIG1] Mel-frequency can be approximated by the bilinear
transformation (gray lines including the warping factor in
gray digits) as demonstrated for (a) 8-kHz and (b) 16-kHz
sampling rates.
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formed by the human auditority system. Unfortunately, for
high-pitched voiced speech, the lower harmonics become so
sparse that single harmonics appear as spectral poles, which is
highly undesirable in all-pole modeling. One proposed approach
to overcome this drawback is to weight the warped autocorrela-
tion coefficient R̃ [m] with a lag window [13].

MVDR-ENVELOPE
Here we briefly review the MVDR as originally introduced by
Capon [18]. (Please note that this method is also known as
Capon’s method or the maximum-likelihood method [17].) To
overcome the problems associated with LP, Murthi et al. [4] pro-
posed the MVDR for all-pole modeling of speech. A detailed dis-
cussion of speech spectral estimation using the MVDR can be
found in [5].

MVDR spectral estimation can be posed as a problem in filter
bank design, wherein the final filterbank is subject to the distor-
tionless constraint [19]:

The signal at the frequency of interest ωfoi must pass
undistorted with unity gain:

H(e jωfoi) =
M∑

k=0

h(k)e− jkωfoi = 1,

where h(k) is the k th sample in the time signal associated with
H (e jωfoi). This constraint can be rewritten in vector form as

sH(e jωfoi) · h = 1,

where (•)H is the Hermitian transpose operator and s(e jωfoi) is
the fixed frequency vector

s(e jω) = [1, e− jω, . . . , e− jMω]T

and 

h = [h(0), h(1), . . . , h(M)]T.

The distortionless filter h can now be obtained by solving the
constrained minimization problem

min
h

hHφh subject to sH(e jωfoi)h = 1, (9)

where φ is the (M + 1) · (M + 1) Hermitian Toeplitz auto-
correlation matrix with (l, k )th element φl,k = R [l − k] of
the input signal:

R[m] =
M∑

n=0

x[n]x[n − m].

The solution of the constrained minimization problem is
given by [19]:

h = φ−1s(e jωfoi)

sH(e jωfoi)φ−1s(e jωfoi)
.

This implies that h(n) is the impulse response of the distor-
tionless filter for the frequency ωfoi. The MVDR envelope of the
spectrum S(e− jω) at frequency ωfoi is then obtained as the out-
put of the optimized constrained filter

SMVDR(e jωfoi) = 1
2π

∫ π

−π

∣∣∣H(e jωfoi)

∣∣∣
2

S(e− jω)dω. (10)

Although MVDR spectral estimation was posed as a problem of
designing a distortionless filter for a given frequency ωfoi, this
was only a conceptual device. The MVDR spectrum can, in fact,
be represented in parametric form for all frequencies and com-
puted very simply as

SMVDR(e jωfoi) = 1
sH(e jωfoi)φ−1s(e jωfoi)

.

Under the assumption that the (M + 1) · (M + 1)

Hermitian Toeplitz autocorrelation matrix φ is positive defi-
nite and thus invertible, Musicus [17] has derived a fast algo-
rithm to calculate the MVDR spectrum from a set of linear
prediction coefficients (LPCs), as follows:

1) Compute the LPCs c(M)
0···M of order M and the prediction

error power εM .
2) Correlate the LPCs, as

µk =






∑M−k
i=0 (M + 1 − k − 2i)c(M)

i c∗(M)

i+k

: k = 0, · · · , M

µ∗
−k : k = −M, · · · ,−1.

3) Compute the MVDR envelope

SMVDR(e jω) = εM∑M
k=−M µke− jωk

.

The proposed MVDR envelope copes well with the problem of
overestimation of the spectral power at the harmonics of voiced
speech. To demonstrate this, we once more model voiced speech
as the sum of harmonics (4). Using the frequency form of the
MVDR envelope given by (10), the spectral estimate at
ωfoi = ω0 · l for all l = 1, 2, . . . is given by

Pe(e jω0·l) =
L∑

k=1

|ak|2
4

{
|H(e jωk)|2 + |H(e− jωk)|2

}
.

The MVDR distortionless filter h(n) faithfully preserves the input
power at ω0 · l while treating the other (2L − 1) exponentials as
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interference and attempting to minimize their influence on the out-
put of the filter. Hence, the MVDR envelope models the perceptually
important speech harmonics very well. Unlike warped LP, however,
it does not mimic the human auditory system and model the differ-
ent frequency bands with varying accuracy.

WARPING THE MVDR ENVELOPE
Our goal in this section is to adapt the warping approach to the
MVDR envelope to overcome the problems inherent in LP while
emphasizing the perceptually relevant portions of the spectrum.
Hence, we replace the unit delay elements e− jmω of the fixed
frequency vector s(e− jω) with the bilinear transform (5), to
obtain the warped frequency vector

s̃(e jω) =
[

1,
e− jω − α

1 − α · e− jω , . . . ,
e− jMω − α

1 − α · e− jMω

]T

. (11)

The distortionless filter h̃ can now be obtained by solving the
constrained minimization problem, wherein the constraint is
applied in the warped frequency domain

min
h̃

h̃Hφ̃h̃ subject to s̃H(e jωfoi)h̃ = 1, (12)

where φ̃ is a Hermitian Toeplitz autocorrelation matrix with
(l, k)th element φ̃l,k = R̃ [l − k] of (6).

The solution of the warped constrained minimization
problem is very similar to its unwarped counterpart. The
warped MVDR envelope of the spectrum S(e− jω) at frequency
ωfoi can be obtained as the output of the optimized con-
strained filter

Swarped−MVDR(e jωfoi) = 1
2π

∫ π

−π

∣∣∣H̃(e jωfoi)

∣∣∣
2

S(e− jω)dω

with

H̃(e jωfoi) =
M∑

k=0

h̃(k)
e− jkωfoi − α

1 − α · e− jkωfoi
= 1.

Under the assumption that the Hermitian Toeplitz autocorre-
lation matrix φ̃ is positive definite and thus invertible, Musicus’
algorithm [17] can be readily extended to compute the warped-
MVDR spectrum as follows:

1) Compute the warped LPCs c(M)
0···M of order M and the pre-

diction error power ε̃M .
2) Correlate the warped LPCs, according to

µ̃k =






∑M−k
i=0 (M + 1 − k − 2i)c̃(M)

i c̃∗(M)

i+k

: k = 0, · · · , M

µ̃∗
−k : k = −M, · · · ,−1.

3)  Compute the warped-MVDR envelope

Swarped−MVDR(e jω) = ε̃M∑M
k=−M µ̃ke− jωk

. (13)

Note that the spectrum (13) is in the warped frequency
domain. If we are interested in an envelope on the linear fre-
quency domain, we can replace (13) by

S̃MVDR(e jω) = ε̃M
∑M

k=−M µ̃k
e− jkω−α

1−α·e− jkω

.

This envelope is different from the conventional MVDR
envelope as it, much like the warped-LP envelope, uses more
parameters to describe the lower frequencies and fewer to
describe the higher frequencies. This is illustrated in Figure 2
where the warp factor for the warped MVDR was set to 0.4595 so
as to simulate the Mel-frequency for a signal sampled at 16 kHz.
While the MVDR exhibits frequency-independent spectral reso-
lution, the Mel-warped-MVDR envelope provides higher resolu-
tion for frequencies below 2 kHz and decreasing resolution for
higher frequencies. Therefore, warping the MVDR provides
properties similar to Mel-warped-LP [20], which cannot be
achieved when the MVDR is followed by frequency-warping. The

[FIG2] Different spectral estimations of voiced speech: LP
and Mel-warped LP of MO 16, MVDR and Mel-warped MVDR
of MO 80.
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warped-MVDR envelope does not, however, exhibit the unwanted
overestimation of the harmonic peaks in medium- and high-
pitched voiced speech witnessed in the warped-LP envelope.

As formerly done by Burg [21] for the LP and MVDR
envelopes, we can express the relationship between the warped-
MVDR and the warped-LP envelopes as

1

S(M)

warped−MVDR(e jω)
=

M∑

k=0

1

S(k)
warped−LP(e jω)

. (14)

This implies that the warped-MVDR spectrum S(M)

warped−MVDR(e jω)

of order M is the harmonic mean of the LP spectra
S(M)

warped−LP(e jω) of orders 0 through M. It explains why the
(warped) MVDR spectrum generally exhibits a smoother fre-
quency response with decreased variance than the correspon-
ding (warped) LP spectrum [5]. This characteristic makes the
(warped) MVDR envelope also more interesting for our consider-
ations in “Speaker-Dependent Model Order Selection.” By
changing the MO, we can adjust the “resolution’’ of the result-
ing spectral envelope in finer increments.

SCALING THE MVDR-ENVELOPE
In this section, we investigate the influence of additive noise on
the spectral peaks of the MVDR envelope. The peaks in the loga-
rithmic domain are known to be particularly robust to additive
noise, as log(a + b) ≈ log(max{a, b}) [22]. A more general
analysis addressing LP envelopes corrupted by additive white
noise can be found in [23]. We will show that spectral peaks of
the logarithmic (warped) MVDR envelope are not as robust to
noise as the spectral peaks of the logarithmic power spectrum.
Therefore, we propose to match the MVDR spectrum to the
highest spectral peak of the logarithmic power spectrum.

Deeper insight into this phenomenon can be obtained by plot-
ting the energies of the logarithmic power spectrum before and
after the addition of noise on the x and y axis, respectively. The
gray line in Figure 3(a), which illustrates theory, shows the ideal
case of a noise-free speech signal; here all points fall on the line

y = x. In the case of additive noise (black line), the lower values of
the power spectrum are lifted to higher energies; i.e., the low-ener-
gy components are masked by noise and their information is lost
or “missing.” The missing feature method determines these unre-
liable parts and either ignores them in subsequent processing, or
allows them to be filled by an estimation of their values [24].

Comparing the influence of noise on the logarithmic scale
derived from the power spectrum with the MVDR envelope of
Figure 3 clearly illustrates the problem that occurs if additive
noise is present. Due to the high variance of the maximum
amplitude in the MVDR approach, there is a broad band instead
of a narrow ribbon, even in the high-energy regions. The use of
the proposed scaling provides more robust features than both
the conventional MVDR envelope, as is clear upon comparing
the features of the MVDR envelope with those of the scaled-
MVDR envelope in Figure 3, and the power spectrum, as can be
seen by comparing the features of the power spectrum with
those of the scaled-MVDR envelope.

The proposed scaling technique can overcome the drawback of
the high variance due to additive noise of the high-energy regions.
It thereby provides an estimate that is more robust to noise.

SPEAKER-DEPENDENT MODEL ORDER SELECTION
In general, the goal of all-pole modeling in speech processing is to
define an envelope that provides the best possible estimate of the
transfer function of the vocal tract, while suppressing the funda-
mental frequency and its harmonics. In this section, we will inves-
tigate the influence of the fundamental frequency on the optimal
MO of an all-pole model. Moreover, we propose a speaker-depend-
ent MO selection to improve the performance of an ASR system.

The selection of the MO is an important, but often difficult,
aspect of using all-pole models for a particular application.
Intuitively, the optimal MO depends on the length of data over
which the MO will be applied. On the one hand, larger MOs can
capture the dynamics of a richer class of signals. Yet, larger MOs
also require proportionally larger data sets for the parameters to
be robustly estimated. In speech recognition, the MO is usually
set to reach the best recognition results on a development set

[FIG3] (a)–(d) Shown are the influence of noise (SNR = 8 dB) on the logarithmic power of the features for different spectral
estimation methods in relation to their signal energies.
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and then fixed for all speakers. This might not lead to the best
possible results. We investigate how the fundamental frequency
f0, which can range from 60 Hz for a large man up to 300 Hz for
a small woman or child, influences the estimate of envelopes as
a function of the MO.

We generated spectral envelopes using various MOs for a
speech-like signal obtained by convolving an impulse train
with a given f0 and a vocal tract response function H(z). The
response function H(z) had three formants at 1,000, 2,000,
and 4,000 Hz. Comparing these envelopes to the envelope of
H(z) itself, we see in Figure 4 that different MOs approxi-
mate the transfer function more or less precisely.
Furthermore, we realize that high MOs in combination with
a high f0 emphasize the excitation frequency and its har-
monics. Therefore, reasoning as follows, we expect that
voiced speech with a high f0 will be modeled better by a low
MO and vice versa. The fundamental frequency f0 defines the
interval between successive harmonics in the frequency
domain. As sparse harmonics result in a lower resolution
than dense harmonics, the MO should be reduced for sparse
harmonics to obtain an optimal estimate.

For an ASR front end, a spectral envelope must be estimat-
ed to provide features that are well matched to the speaker-
independent acoustic models of the recognizer. To choose an
optimal MO, we can first calculate cepstral features cm corre-
sponding to various MOs m. For a sequence of different MOs,
we can write the cepstral features as the matrix
C = (cm, cm+1, . . . , cn)T . Let λl denote a set of given hidden
Markov models trained on a broad variety of speakers with a
fixed MO l. The optimal MO m̂ for the given speaker is then
obtained by maximizing the likelihood of the adaptation data C
given the corresponding word string W:

m̂ = argmax
m

P(C|λl, W). (15)

As shown in Figure 5, we calculated regression lines to see
the relationship between the optimal MO and fundamental fre-
quency, vocal tract length, and SNR. The fundamental frequency
was calculated by the average magnitude difference function
[25]. Comparing all 39 speakers in the Translanguage English
Database corpus described in the following section, we can see
Figure 5(a) that the MO shows some functional dependence on
the fundamental frequency. This relation also exists for the vocal
tract length value shown in Figure 5(b), which is not surprising
since the fundamental frequency is also correlated to the vocal
tract length. This implies that on average a male speaker with a
lower f0 and a warp factor < 1 should have a higher MO than a
female speaker with a higher f0 and a warp factor > 1. We
couldn’t find any statistically relevant correlation between the
MO and the SNR as shown in Figure 5(c). This seems to contra-
dict Tierney [26], who has claimed that corrupted speech has to
be modeled using a higher MO of the all-pole model to model
both speech and noise. But, as we are only interested in the best
prediction of the physical excitation of the vocal tract, we have
no interest in modeling the noise and therefore we shouldn’t
expect an increase in MO. 

SPEECH RECOGNITION EXPERIMENTS
The speech recognition experiments described below were
conducted with the Janus Recognition Toolkit (JRTk), which
was developed and is maintained jointly by the Interactive
Systems Laboratories at the Universität Karlsruhe (TH) in
Karlsruhe, Germany, and at Carnegie Mellon University in
Pittsburgh, Pennsylvania.

Our recognition experi-
ments were conducted on
the Translanguage English
Database (TED) [27], a cor-
pus of oral presentations
made at Eurospeech 1993
in Berlin, Germany. Each
presentation was about a
topic related to speech pro-
cessing. Each was given in
the English language and
lasted 15 minutes. The
speech material poses sev-
eral problems for ASRs. The
presenters typically do not
speak English as their
native language and, thus,
have strong accents.
Phenomena associated with
spontaneous speech, such
as restarts, hesitations, and
repetitions, occur quite fre-
quently. Moreover, the

[FIG4] Warped-MVDR envelopes (black lines) for different MOs (20, 50, and 80) and different
fundamental frequencies [(a) 100 Hz, (b) 150 Hz, and (c) 200 Hz] in comparison to the spectral envelope
(warped MVDR, order 200) of the transfer function H(z) (gray lines).
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recordings contain back-
ground noise since the pre-
sentations were recorded
with a lapel microphone. As
relatively little supervised
data is available for acoustic
modeling, we have trained
our acoustic models on the
Broadcast News corpus
[28], which contains 104
hours of speech collected
from speakers of both
sexes, and adapted on eight
hours of speech from 31
speakers out of the 39 tran-
scribed speakers from the
TED corpus using maxi-
mum likelihood linear regression (MLLR). Our test set con-
tained the final eight speakers, six male and two female, of the
TED corpus with a wide variety of mother tongues, including
English, Italian, French, Danish, German, Dutch, and Japanese.

Our baseline model consisted of 4,139 codebooks with 32
Gaussians each. The features used for speech recognition were
obtained by calculating 13 static cepstral coefficients for each
frame of speech, which were then normalized through cepstral
mean subtraction. Thereafter, linear discriminant analysis was
used to reduce the current feature plus three adjacent features on
the left side and three adjacent features on the right side to a final
feature of length 40. MLLR was used to adapt the means and
covariances of the speaker-independent model for every speaker in
the test set. Feature space adaptation was not used in generating
the results reported below, as it proved only marginally effective
in reducing the WER of our system in a set of initial experiments.
The static cepstral coefficients were obtained by a spectral repre-
sentation through a discrete cosine transform from either a

■ warped-LP(13), warped-MVDR(60), or warped- and scaled-
MVDR(60) envelope with fixed MO, given in brackets, or vari-
able MO followed by a filterbank consisting of 30 filters
adapted to compensate for the differences between the bilin-
ear transform and the Mel-frequency
■ the power spectrum, LP(20) or MVDR(80) envelope 
followed by a Mel filterbank.
In the case of perceptual LP [3] we have used a traditional

front-end with the same number of codebooks and Gaussians as in
the other systems. All features were calculated every 10 ms from
speech data sampled at 16 kHz, using a 16-ms Hamming window.

The language model (LM) used was generated by interpolat-
ing a 3-gram LM based on the talks by the TED adaptation
speakers (60,000 words), a 3-gram LM based on proceedings
from conferences such as ICSLP, Eurospeech, and ICASSP (17
million words), and a class-based, 5-gram LM based on
Broadcast News and the aforementioned conference proceedings
(160 million words). The overall perplexity was 133 with an out-
of-vocabulary rate of 0.3% for a vocabulary of 25,000 words,
including multiwords and pronunciation variants.

The parameters of the MO used in these experiments were
tuned on a small development set using no vocal tract length
normalization (VTLN) or MLLR. The MO values of the different
approaches can be explained by the characteristics of the dif-
ferent envelopes in combination with the filterbank following.
The warped-MVDR approach can also be used without the Mel
filterbank by simply using an envelope with a lower MO [29].
In earlier work [8], we have shown that the resulting WER is
similar to that obtained by using a higher MO with a filter-
bank; hence, all experiments reported here were conducted
with a filterbank.

The results of our speech recognition experiments, reported
in absolute WER and relative WER reduction in Table 2, con-
firm our theoretical conclusions. We see a clear improvement
in the transition from LP to warped LP, the performance of
which is comparable to perceptual LP and to MVDR. Going from
MVDR to warped MVDR yields another significant improvement.
These results confirm our former findings on the Switchboard
Corpus; i.e., that warped and scaled MVDR provide more robust
spectral estimates for use in cepstral feature extraction than the
power spectrum or any of the other methods described here [8].
The proposed MO adaptation further results in a relative WER
improvement of 3.6% in comparison to the traditional Mel-fre-
quency cepstral coefficients.

[FIG5] The relationship between the MO and (a) the fundamental frequency, (b) the vocal tract length,
and (c) the SNR for the 39 speakers of the Translanguage English Database. Each point represents a
single speaker and the regression line is plotted in gray.
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WER RER
POWER SPECTRUM 38.4% —
LP 39.7% −3.4%
PERCEPTUAL LP 38.9% −1.3%
WARPED LP 38.7% −0.8%
MVDR 38.6% −0.5%
WARPED MVDR 38.1% 0.8%
WARPED AND SCALED MVDR

FIXED 37.7% 1.8%
TEST 37.5% 2.3%
ADAPTATION AND TEST 37.0% 3.6%
TRAINING, ADAPTATION, AND TEST 37.1% 3.4%

[TABLE 2]  THE WER TOGETHER WITH RER, IN COMPARISON
TO THE POWER SPECTRUM, FOR DIFFERENT
SPECTRAL REPRESENTATIONS.



CONCLUSIONS
This work has briefly reviewed the conventional spectral esti-
mation techniques that are widely used in the feature extrac-
tion process of an ASR system, including the power spectrum,
LP, and warped-LP methods. We also presented an overview of
the MVDR envelope introduced by Murthi et al. as a spectral
envelope estimation technique that has proven its superiority
to LP for modeling the spectra of voiced speech.

The gain of spectral envelope techniques over the power spec-
trum approach can be explained by the differing ways in which
they represent spectral peaks and valleys; while power spectra
represent spectral peaks and valleys equally well, envelopes pro-
vide an accurate description only for spectral peaks. For the rep-
resentation of valleys, no information about the fine spectral
structure is preserved, limiting the description more or less to
the energy levels. As noise in the logarithmic magnitude domain
is most evident in spectral valleys, spectral envelopes are more
robust to noise than their power spectrum counterparts.

To provide a better approximation of the relevant aspects of the
human auditory system, we have applied the well-known tech-
nique of prewarping, a time-domain technique to estimate an all-
pole model based on the warped short-time frequency axis such as
the Mel scale, to the MVDR spectral estimate. Furthermore, as
additive noise mainly distorts the spectral valleys while leaving the
spectral peaks relatively unchanged, we have introduced a scaling
technique that matches the highest point of the MVDR envelope to
the highest point of the power spectrum. To obtain better esti-
mates of the vocal tract response function for voiced speech, a
speaker-dependent MO for the underlying linear parametric model
based on a maximum-likelihood criteria was introduced.

Finally, in a set of ASR experiments conducted on the
Translanguage English Database, we have shown that the pro-
posed refinements lead to significant reductions in WER and
that the reductions are additive.
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